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ABSTRACT 
 

Testing a large-scale, real-life commercial software 
application is a very challenging task due to the constant 
changes in the software, the involvement of multiple 
programmers and testers, and a large amount of code. 
Integrating testing with development can help find program 
bugs at an earlier stage and hence reduce the overall cost. In 
this paper, we report our experience on how to apply 
eXVantage1 (a tool suite for code coverage testing, debugging, 
performance profiling, etc.) to a large, complex Java 
application at the implementation and unit testing phases in 
Avaya. Our results suggest that programmers and testers can 
benefit from using eXVantage to monitor the testing process, 
gain confidence on the quality of their software, detect bugs 
which are otherwise difficult to reveal, and identify 
performance bottlenecks in terms of which part of code is 
most frequently executed. 
 

KEY WORDS 
 

Code coverage, program debugging, performance profiling, 
execution slicing, eXVantage, JBT  
 

1. Introduction 
 

The importance of producing high quality software2 while 
reducing cost at the same time has become paramount due to 
increasing competitive pressure among different software 
vendors. So far, testing is still one of the most commonly used 
practice to help practitioners assure software quality. 
However, testing is also a very labour and resource intensive 
process which may account for up to 50% or higher of the 
total cost of the entire software development. One major 
challenge is how to conduct more effective testing at less cost 
while avoiding the risk of not detecting some program bugs 
that could be easily caught before the software is released. 
This is even more critical for large-scale commercial software 
because a bug in such an application can introduce an 
unexpected execution failure that would cause an adverse 
impact on the company�s reputation and a possible financial 
loss. In addition, a software operation failure also introduces 
many negative consequences such as causing inconvenience to 
its users (e.g., a bug in Microsoft Word), damaging the public 
communication system (e.g., a fault in an SS7 software patch 

                                                 
* This work is partially funded by Avaya Research Labs. 
1 eXVantage (standing for eXtreme Visual-Aid Novel Testing and 
Generation) is based on JBT -- a Java bytecode analysis and testing 
tool that was initially developed at the University of Texas at Dallas. 
2 In this paper, we use � software,�  � application,�  and � program�  
interchangeably. In addition, � program bugs,�  � faults,�  and � defects�  
have the same meaning. 

in June 1991 and a fault in a 4ESS upgrade in January 1990), 
or, in the most severe situation, causing the loss of human life 
(e.g., a bug in an airplane navigation system). 

Statistical data have shown that the cost of fixing a bug 
grows quickly during the development cycle and even more 
significantly after the software is deployed. Hence, detecting 
and correcting as many program bugs as possible at the earlier 
phases of the software lifecycle is certainly preferable. So far, 
much of this task still relies on testing. In this paper, we report 
our experience on how to apply eXVantage (a tool suite for 
code coverage testing, debugging, performance profiling, etc.) 
to a large, complex Java application at the coding and unit 
testing phases.  

While doing so, we face the following challenges. First, 
more and more practitioners have recognized that measuring 
code coverage is an important activity in software testing 
because a piece of code needs to be executed before a bug in it 
can be exposed. However, in practice, most applications are 
tested with only 60% to 70% code coverage. Hence, how to 
achieve high code coverage in an effective way is one 
significant challenge. To answer this, we need to not only 
know how much of the code is currently tested and what is 
still missing but also provide help in creating � good�  tests so 
that code coverage can be increased effectively. We 
emphasize two important concepts: visualization and 
prioritization. More specifically, the uncovered code and the 
coverage with respect to each class, package, and test case 
(refer to Section 2), respectively, can be displayed via a user-
friendly graphical interface. Sophisticated dominator analysis 
[1] is applied to prioritize uncovered code and to provide hints 
on how to generate efficient test cases to increase the code 
coverage of the application being tested [4,19,21]. 

Second, program debugging and program testing are two 
inseparable activities. After a program execution fails, we 
need to debug the program to find out which part of the code 
is responsible for such a failure. Different heuristics based on 
various static and dynamic slicing techniques have been 
proposed [2,12,13,18]. In eXVantage, we use execution slice-
based heuristics which are similar to those used in our other 
studies [3,20,22]. Suspicious locations in an application are 
prioritized based on their likelihood of containing faults. 
Locations with a higher priority should be examined first 
rather than those with a lower priority, as the former are more 
suspicious than the latter, i.e., they are more likely to contain 
faults. Note that an execution slice with respect to a given test 
case contains the set of code executed by this test. The major 
advantage of using execution slices is that if we know the 
coverage of a test case (which is available by using the code 
coverage feature of eXVantage), the corresponding execution 
slice of that test case can be obtained simply by converting the 
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coverage data collected during the testing into another format, 
i.e., instead of reporting the coverage percentage, it reports 
which part of code is covered. This results in a very tight 
integration between the coverage of a test case and its 
corresponding execution slice. It can significantly reduce the 
debugging cost as there is no need to construct other slices 
such as static and dynamic slices, which can be time and space 
expensive. As for the performance profiling, eXVantage can 
report the execution count of each piece of code with respect 
to a select set of test cases and identify the most frequently 
executed code [19]. To improve the performance, we can start 
from such code to see whether it is implemented in an efficient 
way, and then go on to the less frequently executed code. 

The third challenge is scalability. Many tools developed 
in academia can only applied to small, simple applications that 
are very different from the large, complicated applications in 
real-life. 

The fourth challenge is to make the tool that we want to 
use to be easily integrated into the coding phase with a 
minimum learning curve so that programmers (and testers for 
the unit testing �  most likely the programmers themselves) are 
willing to use it. 

Other challenges include how to build an automated 
software testing system in a rapid application development 
environment where the interfaces are continually changing and 
the data/contents are constantly revised and modified. In the 
industrial setting we have faced, two features are required: 
� run test cases all day and night in an unattended mode�  and 
� keep track of code coverage collected by executing these.�  

With all the above considered together, it becomes a very 
difficult task to select an appropriate tool to satisfy our needs. 
In fact, the lack of any such suitable tool that can be used in 
industrial settings motivates us to exert more effort toward that 
direction. With the funding from Avaya Research Labs, we 
have extended a Java bytecode analysis and testing tool 
developed at the University of Texas at Dallas to a full-scale 
integrated tool suite (eXVantage) to support code coverage 
testing, debugging, and performance profiling of  large, 
complex Java applications at the coding and unit testing 
phases. As mentioned earlier, we have deployed eXVantage to 
some projects at Avaya. The feedback is very encouraging. 
Our initial results suggest that by integrating the testing and 
coding together with appropriate tool support, we have a good 
opportunity to produce high quality software at less cost. 

The rest of the paper is organized as follows. Section 2 
explains how coverage measurement, program debugging, and 
performance profiling can be accomplished by using 
eXVantage. Section 3 discusses the integration of eXVantage 
into the development environment of a commercial software. 
Section 4 gives a summary of the results based on users� 
feedback and a discussion on a few issues related to the use of 
eXVantage. Section 5 reports some related coverage 
measurement tools for Java applications. Our conclusions and 
future directions appear in Section 6. 

 

2. Coverage Measurement, Debugging, and 
Performance Profiling by eXVantage 

 

In this section, we present an overview of how to use 
eXVantage to measure code coverage, debug program bugs, 

and identify performance bottlenecks. More details can be 
found in [19]. 

 

2.1. Four Controlflow-Based Coverage Criteria 
 

Unlike conventional programming languages such as C, Java 
has a well-defined program-level construct, exceptions, to 
handle error conditions. In Java, operations and method calls 
generally indicate the presence of an error by throwing an 
exception instead of returning a pre-defined value (e.g., -1). 
Code that can throw an exception may be enclosed within a try 
block with one or more associated catch blocks, each of which 
identifies the type of exception it can handle. When an 
operation in the try block throws an exception, the program 
control is transferred directly to a catch block which has the 
matching exception type. Java�s subtyping rules can be used to 
decide whether a catch block will be triggered by multiple 
types of exceptions; a special catch (Exception e) matches any 
type of exception. While testing a Java program, it is very 
important to make sure all the exceptions are handled 
properly. To ensure this, we decide to separate the code that 
handles the exceptions from the rest of the program and 
develop four different coverage criteria: all-primary-nodes, 
all-secondary-nodes, all-primary-edges, and all-secondary-
edges criteria. An overview of these criteria is presented 
below with details available in [16,17]. Note that coverage can 
be measured on the bytecode as well as the corresponding 
source code if it is also available. 

 

• All-primary-nodes criterion: To satisfy this criterion, 
every basic block3 which is not inside the catch block of 
any exception (i.e., the primary nodes in the 
corresponding control flow graph) must be executed at 
least once. Note that code inside the catch block is 
excluded, but code inside the try block is not. 

 

• All-secondary-nodes criterion: This criterion requires 
that each secondary node, i.e., a node that can only be 
reached through a secondary-edge, is executed at least 
once by a test case in the test set. To satisfy this criterion, 
every statement inside the catch block of any exception 
(i.e., the secondary nodes in the corresponding control 
flow graph) must be executed at least once. More 
specifically, this criterion only considers code inside the 
catch blocks. 

 

• All-edges criterion: This requires that each edge is 
executed at least once by a test case in the test set. This 
criterion ensures that every possible control transfer in the 
method has been executed at least once by a given test 
case. We define a primary edge as an edge between two 
primary nodes. A secondary edge is an edge between two 
secondary nodes or an edge between a primary node and a 
secondary node. Since two different types of edges exist, 

                                                 
3 A basic block (also known as a block) is a sequence of 
consecutive statements or expressions containing no transfers of 
control except at the end, so that if one element of it is executed, 
all are. This of course assumes that the underlying hardware does 
not fail during the execution of a block.  
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we subdivide such criterion into two non-overlapping testing 
criteria. 

 

o All-pr imary-edges cr iter ion: This criterion requires 
that each primary edge is executed at least once by a test 
case in the test set. All conditional expressions are 
evaluated as true and false at least once. Hence, if a 
decision is not inside a catch block, all its branches 
except those ended inside a catch block (i.e., branches 
ending with a secondary node) have to be executed at 
least once. However, if a decision is inside a catch 
block, none of its branches are included. 

 

o All-secondary-edges cr iter ion: This criterion requires 
all the secondary edges to be executed at least once. 
Based on this, if a decision is inside a catch block, all its 
branches must be executed at least once. If a decision is 
inside a try block, only the branches whose destination 
statements are inside a catch block need to be executed. 
This implies every catch clause of a try block must be 
executed at least once. It also implies every exception in 
a try block has to be thrown at least once.  

 

Sophisticated dominator analysis [1] is applied to provide hints 
on how to generate efficient test cases to increase the coverage 
in an effective way. These hints are prioritized and highlighted 
in different colors by a user-friendly interface for better 
visualization. Refer to Figure 1 and   Figure 2 which show the 
bytecode and the source code display of a sample Java program 
with respect to the all-primary-nodes criterion. For example, in 
Figure 1, code highlighted in red has the highest priority to be 
covered because its coverage guarantees at least an additional 
11 primary nodes will also be covered. Hence, if possible, we 
should generate a test case to cover such nodes in order to 
increase the coverage in an effective way. 
 

 
Figure 1. Bytecode display with respect to the all-primary-nodes criterion 

 

A 2-layer representation is used for edge-based criterions. The 
first layer (Figure 3 for the source code or bytecode and 
Figure 4 for the corresponding control flow graph) shows 
decisions with respect to the all-primary-edges criterion of 
the same Java program used above. While Figure 3 displays 
the source code of a Java application, Figure 4  makes its 
flow of control more evident. For each decision, its weight is 
the maximum weight of its branches. Suppose a decision has 
two branches: one has a weight of 2 and the other 5 –the 
weight of this decision is 5. The three decisions in Figure 3 

and Figure 4 are in different colors because they have 
different weights. Double-clicking on a decision goes to the 
second layer (Figure 5) to view all the branches associated 
with this decision.  

 

 
  Figure 2. Source code display with respect to the all-primary-nodes criterion 

 
 

 
Figure 3. The first layer of source code display with respect to the all-

primary-edges criterion 
 

  
Figure 4. The first layer of control 

flow graph with respect to 
 the all-primary-edges criterion 

Figure 5. The second layer of 
control flow graph with respect to  

the all-primary-edges criterion 
 

Due to the space limit, the graphical displays of how coverage is 
reported per class, package, and test case are not included. 
However, it is very important to be able to report coverage with 
respect to each test case so that the corresponding execution 
slice (used for debugging) with respect to each test case can be 
easily constructed. 


